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Through-the-Cycle EDFTM Credit Measures 

Summary 

Through-the-Cycle EDF (TTC EDF) credit measures are one-year probabilities of default that are 
largely free of the effect of the aggregate credit cycle, primarily reflecting a firm’s enduring, 
long-run credit risk trend.  TTC EDF measures are useful in applications in which a stable PD 
input is desirable, and for which the expected cost of adjusting credit exposures as PD signals 
change outweighs the expected cost of negative credit events (such as default).  Two examples 
of such applications are calculating regulatory capital and managing fixed income portfolios 
subject to credit quality triggers.  In both examples, the cost of false positives is relatively high, 
while the cost of false negatives is relatively low.  TTC EDF measures are derived from Moody’s 
Analytics’ public firm EDF model, the industry-leading structural credit risk model, through a 
filtering technique that separates the underlying components of EDF measures that correspond 
to the frequency of the credit cycle.  TTC EDFs are available at a daily frequency for over 
30,000 firms with traditional EDF measures in all geographic regions.  

  EDF and Through-the-Cycle EDF for Caterpillar Inc. 
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1 Introduction 
Probabilities of default (PDs) are fundamental inputs into many types of credit risk management processes, as well 
as in the pricing and hedging of credit risk.  A firm’s probability of default is an unobservable quantity that varies 
over time.  That fact, together with the rarity of default, makes estimation of corporate default probabilities a 
challenging problem.  In practice there are generally two methods for estimating PDs.  The first approach associates 
PDs with credit ratings generated by banks’ own internal ratings methodology or with ratings published by agencies 
such as Moody’s Investors Service.  Typically, ratings derived through fundamental analysis of a firm’s credit 
quality are mapped to PDs based on historical default data.  In the second approach, PDs are estimated directly from 
market data.  This approach encompasses a wide variety of quantitative models of PD estimation, including inferring 
PDs directly from the observed spreads of credit instruments.1  The Black-Scholes-Merton model of credit risk, of 
which Moody’s Analytics public firm Expected Default Frequency (EDF) model is an extension, is one of the better 
known examples of this approach. 

Although these two general methods of calculating PDs have many distinguishing features, the greatest difference is 
often the degree to which each approach has a point-in-time (PIT) or through-the-cycle (TTC) orientation.  A point-
in-time credit risk measure is one which utilizes all available and pertinent information as of a given date to estimate 
a firm’s expected probability of default over some time horizon.  The information set includes not just expectations 
about a firm’s own long-run credit risk trend, but sectoral, geographic, macroeconomic, and macro-credit trends as 
well.  Consequently, PIT PDs react immediately to all news that affects a firm’s risk of default, making them timely 
signals of credit risk, but also highly volatile and procyclical. 

A through-the-cycle credit risk measure primarily reflects a firm’s long-run, enduring credit risk trend.  Transient, 
short-run changes in credit risk that are likely to be reversed with the passage of time are filtered out.  The 
predominant features of TTC credit risk measures are their high degree of stability over the credit cycle and the 
smoothness of change over time.  Compared to PIT risk measures, TTC risk measures display much less volatility 
and procyclicality over the cycle.  However, the high degree of stability exhibited by TTC risk measures comes at 
the cost of reduced timeliness and default prediction accuracy relative to PIT risk measures.   

The distinction between point-in-time and through-the-cycle credit risk measures is both important and useful.  At a 
fundamental level, actions by a firm’s managers often depend critically on whether a change in credit quality is 
believed to be permanent or transitory.  For example, a change in credit quality believed to be enduring may induce 
a change in a firm’s capital structure that in turn affects future credit quality.  Likewise, a portfolio manager that 
makes an investment decision based on the perception that an observed change in credit risk is transient might suffer 
considerable losses if the change turns out to be persistent (and negative).  As the recent financial crisis proved, just 
a few these incorrect “false negatives” can be costly indeed. 

At an operational level, the distinct informational and time series properties of PIT and TTC risk measures make 
them suited for use in different applications.  Point-in-time probabilities of default are useful for applications in 
which the early detection of changes in credit risk at both the single name and portfolio level is important.  Investors 
concerned about losses due to defaults or credit spread widening require the early warning of credit risk changes that 
PIT PDs provide.  As point-in-time PDs, public firm EDF credit measures have been successfully used for these 
types of applications for two decades. 

However, these very same attributes make PIT PDs less desirable for other types of applications in which the costs 
of adjustment – which may arise due to transactions costs, regulatory compliance costs, change of contractual terms, 
etc. – exceed the expected costs of negative credit events (such as default).  Current methods for calculating and 
managing regulatory capital, for example, rely on stable PD inputs.2  A bank’s portfolio typically consists of very 

                                                 
 
1 See Bohn and Stein (2009) for a comprehensive overview of the various types of quantitative PD estimation models and for 
various approaches to calibrating PDs to ratings and ratings to PDs. 
2 While some researchers – for example Gordy and Howells (2006) – have argued that capital models and management processes 
should change to accommodate PIT PD inputs, our experience with clients in bank risk management functions is that they, by an 
overwhelming margin, prefer to use through-the-cycle-oriented PDs rather than change the capital estimation process. 
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high quality assets (Aaa or Aa rated, in most cases) for which expected credit losses are very low.3  But adjusting 
capital is very costly, likely far exceeding the expected credit losses due to defaults in the portfolio if they had to be 
managed on a PIT basis.  This is particularly true during a downturn in the credit cycle, when capital becomes scarce 
and more expensive.  

Figure 1 illustrates the idea with actual data.  The left side graph of Figure 1 shows the monthly one-year EDF 
history (in percent) for Caterpillar, Inc. from 1992 to 2010.  As the graph shows, Caterpillar’s EDF measure has 
exhibited considerable variation over time, rising during cyclical downturns and falling during credit expansions.  
The rate of change has also sometimes been quite abrupt and extreme.  Between 2008 and 2009, as the financial 
crisis unfolded the US slid into a recession, Caterpillar’s EDF measure increased from just 0.07% to 1.8%.   Large, 
sudden, correlated increases in firm-level PDs can have a magnified effect on portfolio level risk.  Caterpillar is a 
constituent of the Dow Jones Industrial Average Index.  The graph on the right in Figure 1 shows the monthly time 
series of one-year required capital (in percent) for the DJIA portfolio using the Basel II capital formula.4  It 
illustrates quite clearly the challenges in using PIT PDs as inputs in required capital calculations.  Between 2007 and 
2009, required capital for the DJIA Index portfolio increases by a factor of ten times.   

Figure 1 – PIT PDs Can Generate Large Swings in Required Capital 

Caterpillar, Inc. EDF History 

 

Basel II Required Capial for DJIA Index Portfolio 

 

The foregoing discussion demonstrates that a complete credit risk management system requires both point-in-time 
and through-the-cycle PDs.  A single PD measure is insufficient for all the diverse credit risk and investment 
management purposes required of it.  The widespread use of TTC-oriented risk measures, such as ratings, in 
addition to model-derived PIT PDs within a given firm’s credit risk function is evidence of this fact.  However, for 
many banks and institutions the process of building a comprehensive PIT/TTC risk methodology has been ad hoc, 
and in many cases falls short in at least two important respects.  First, there is often a weak (or no) theoretical 
connection between PIT and TTC risk measures.  Too often, a through-the-cycle measure consists of arbitrarily 
smoothed PDs.  Second, internal or agency ratings-based TTC risk measures are often not available for all the firms 
an institution might currently or potentially have credit exposure.  For example, Moody’s Investors Service rates 
about 6,000 issuers of long-term corporate debt.  This represents only about 20% of the number of publicly traded 
firms. 

                                                 
 
3 According to Moody’s Investors Service (2011), the historical average 5-year cumulative credit loss rate for Aaa-rated 
unsecured bonds is just 0.02% of par value, and 0.18% for Aa-rated bonds. The average credit loss rates for loans would be much 
lower. 
4 Calculations are for risk-weighted assets for corporate, sovereign, and bank exposures set forth in Basle Committee on Banking 
Supervision (2004).  We fixed the composition of the portfolio to include firms as of 30 March, 2011.  For the calculations we 
assumed equal exposure sizes and a fixed recovery rate of 30%. 
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To help fulfill the need for a through-the-cycle PD derived using a transparent methodology, Moody’s Analytics has 
developed Though-the-Cycle Expected Default Frequency (TTC EDF) credit measures.  TTC EDF metrics are one-
year probabilities of default that are largely free of the effect of the credit cycle.  TTC EDFs are derived from 
Moody’s Analytics’ public firm EDF model, with the same global firm coverage and daily data frequency.  The 
TTC EDF model is essentially another model layer that transforms traditional EDF metrics into PDs that exhibit the 
characteristics typically associated with through-the-cycle risk measures: stability over the cycle, smoothness of 
change, significantly reduced procyclicality, and a long-run risk orientation. 

In this modeling methodology, we detail the estimation procedure of the Through-the-Cycle EDF model.  In the next 
section we review the basic mechanics of the public firm EDF model.  An basic understanding of the traditional 
EDF model and it major drivers is prerequisite to understanding the TTC EDF model.  Section 3 describes the TTC 
EDF estimation methodology.  We also discuss our perspective on the PIT/TTC distinction, and how it has guided 
our modeling choices.  In section 4 we compare the properties of TTC EDF credit measures with traditional EDF 
metrics.  Moving from a PIT orientation to a TTC orientation entails a loss of forward-looking default prediction 
power.  The key question is thus whether the stability gained with the TTC adjustment is worth the cost of foregone 
prediction accuracy.  Section 5 briefly presents a few examples and applications of TTC EDF at the single-name and 
portfolio level. 

2 Public Firm EDF Model Review 
Moody’s Analytics’ public firm EDF model belongs to a class of quantitative PD models referred to as structural or 
asset value models.  The model is based on the pioneering work of Black and Scholes (1973) and Merton (1974), 
collectively referred to as BSM.  In this section we sketch out the basic mechanics of the public firm EDF model.  
We necessarily omit many details of the model’s theoretical underpinning and practical implementation.5  Our goal 
in this section is to familiarize the reader with the traditional EDF model enough to understand the TTC EDF 
methodology described in the next section. 

Figure 2 – Default Process in the Basic BSM Model 

 

The basic presumption of asset value models is that there is a causal, economically motivated reason that default 
occurs.  Figure 2 illustrates the mechanics of the default process in a basic BSM-type structural model.  Looking 
ahead in time, say one year (T=1), default is highly likely to occur when the market value of the firm, shown by the 

                                                 
 
5 Crosbie and Bohn (2003) and Dwyer and Qu (2007) discuss many theoretical and practical aspects of the public firm EDF 
model in great detail. 
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blue line, is insufficient to cover its liabilities due on or before time T (the green line) – i.e. firms tend to default 
when they are insolvent.  This follows from the fact that equity holders are residual claimants on the value of the 
firm.  If the market value of the firm is negative, equity holders can and will “put” the residual value of the firm to 
creditors.  The probability of default is, therefore, the likelihood that the asset value of the firm (AT) is less than the 
liabilities due at time T, which we call the default point (denoted by X).   

The graph illustrates that a firm’s default risk is determined by the shape of its asset value (including both equity and 
debt values) distribution at the horizon date, as well as the position of the distribution in relation to the liabilities due 
at the horizon date.  The above economic intuition can be translated into three quantifiable variables: the expected 
value of a firm’s assets, E(AT),  the volatility of its asset distribution, σ, and the level of its default point, X.  The 
interaction of the three variables is encapsulated by the firm’s distance-to-default (DD) which, under some largely 
innocuous assumptions on the firm’s asset value evolution, can be expressed as: 

ln ln
1

where A denotes the current market value of assets. 

This simple equation essentially states that a firm’s relative credit risk (measured by DD) is a function of its 
financial risk and its business risk, two factors that are core concepts of fundamental credit analysis.  The numerator 
of equation (1) is market leverage – i.e. financial risk.  All else equal, higher leverage decreases DD and hence 
increases the probability of default.  The denominator of equation (1) is business risk.  Firms in industries with high 
asset volatility tend to exhibit higher risk of default, all else equal.  For example, technology companies have higher 
asset volatility than utilities, and the former tend to default more often than the latter.  DD is the number of standard 
deviations a firm’s expected asset value is away from the default point. It provides a rank ordering of firm default 
risk.  A firm with a DD of, say, 4 is less likely to default than a firm with a DD of 3. 

In order to derive probabilities of default useful for credit risk management, DDs must be mapped to PDs.  In the 
simple BSM model, this probability may be easily calculated from the cumulative normal distribution.  Indeed, in 
Figure 2 it is exactly equal to the red shaded area.  However, default probabilities calculated analytically from the 
normal distribution tend to underestimate default risk, with the magnitude of the understatement growing larger as 
the PD gets smaller.  This is because the tails of the normal density are too thin relative to the actual density of 
default probabilities.  To put it simply, defaults of medium and high quality firms have occurred more often than 
what the normal density would suggest.  Because of this fact, Moody’s Analytics’ public firm EDF model has been 
calibrated to yield default probability levels that closely match observed historical default rates.  EDFs are derived 
from an empirical mapping of the historical average default rate consistent with each DD level. 

Figure 3 compares the relationship between DD and PD for the basic BSM model (light blue line) and Moody’s 
Analytics’ public firm EDF model (dark blue line).  Relative to the DD-EDF curve, the PDs derived from the BSM 
model vastly understate the true risk of default.  For example, a firm with a DD of 4 has a probability of default that, 
for all intents and purposes, is zero under the BSM model (0.003%, to be exact).  However, the EDF associated with 
a DD of 4 is 0.4%, 133 times higher than the Black-Scholes-Merton PD.  As more than 90% of firms have DDs 
exceeding a value of 1 at any given time, the BSM model tends to understate default risk for the majority of firms. 
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Figure 3 - EDF vs. BSM Probabilities of Default 

 

We pause here to comment briefly on two implications of the EDF model.  First, equity prices provide the source of 
market information that is transformed into credit measures through the structural model.  Indeed, variations in EDF 
credit measures (and DDs) are largely driven by changes in firm’s equity prices – both market asset values and asset 
volatilities are unobservable and need to be estimated based on equity price histories.  As such, the breadth of 
information gathering and the speed of information processing associated with equity markets are fully utilized by 
the EDFs (and DDs), even though equity investors are rarely concerned with credit risk per se.  The sensitivity of 
equity prices to a broad range of information shapes the characteristics of the EDF measure and imparts a point-in-
time orientation on EDF credit measures.  Second, the fact that DD and EDF are linked by a monotonic mapping 
suggests that they capture essentially the same credit-relevant information and provide the same rank ordering.  
However, from a modeling standpoint DD is easier to work with than the EDF measure itself.  While EDF measures 
are bounded between 1 bp and 35%, DD is more or less continuous.  Also DDs are linked with their drivers through 
a rather simple expression (equation (1)), which allows us to exploit the drivers of DD – market leverage and asset 
volatility – as useful variables in the TTC EDF estimation process.  

3 Through-the-Cycle EDF Model Methodology 
Before detailing the specifics of the TTC EDF model methodology, it is useful to clarify a number of fundamental 
issues relating to the distinction between point-in-time and through-the-cycle credit risk measures.  The terms point-
in-time and through-the-cycle gained currency with the establishment of the Basel II Capital Accord in 2004, 
although credit rating agencies have long used these terms to vaguely describe their ratings methodologies, with the 
purpose of explaining the time series behavior of their corporate credit ratings.6  The Internal Ratings Based (IRB) 
approach under Pillar I of the capital adequacy framework effectively sanctioned the PIT-TTC distinction – while 
careful not to define it – and called for the use of risk measures with a through-the-cycle orientation to satisfy 
regulatory capital requirements.7 

Nevertheless, despite the prevalent usage of these terms among banks and rating agencies, and their perceived 
centrality to banking system stability, there is still no consensus about their basic definitions.  To some degree this 
vagueness is potentially beneficial, as it allows for different PIT/TTC interpretations and methodologies to develop.  
However, such imprecision may also create confusion among market participants about the meaning and 

                                                 
 
6 Carey and Hrycay (2001), Loffler (2004, 2008), Cantor and Mann (2006), Altman and Rijken (2004), among many others, 
examine the through-the-cycle properties of ratings and how ratings agencies achieve rating stability over time. 
7 “Although the time horizon used in PD estimation is one year...banks must use a longer time horizon in assigning ratings.”  
Basle Committee on Banking Supervision (2004). 
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relationship between point-in-time and through-the-cycle measures, thereby inhibiting innovation and 
implementation. 

In the next sub-section we present our working definitions of the terms point-in-time and through-the-cycle, how 
they are related, and how our view on the PIT/TTC distinction helps inform our modeling choices.  In doing so we 
also describe what “the cycle” is in the context of our model.  We would like to point out that while we believe our 
approach is sound from both a theoretical and practical perspective, we do not presume to dictate that it is the 
“correct” approach to defining the PIT/TTC concepts.  Alternative PIT/TTC definitions and methodologies may be 
equally legitimate and useful.  Indeed, the value of the tradeoff between stability and prediction power as one moves 
between a PIT oriented measure and a TTC one will differ across users due to differences in risk appetite, portfolio 
composition and mandate, etc.8  Nevertheless, our model defines an objective basis for deriving a TTC EDF from 
the traditional, PIT EDF.  Just as credit ratings strike a particular, consistent balance between stability and predictive 
accuracy that investors find acceptable, the TTC EDF model yields probabilities of default that are useful across 
many applications. 

3.1 What Do the Terms PIT and TTC Mean? A Frequency Decomposition View 
The first question we must answer is what do the terms point-in-time and through-the-cycle mean?  The key 
difference between PIT and TTC credit measures lies in their information content: a PIT measure incorporates all 
relevant information about a firm’s creditworthiness, whereas a TTC measure moves primarily in response to a 
firm’s underlying, long-run credit quality trend, tuning out changes attributed to cyclical variation in the aggregate 
market. 9  Another way to view our interpretation of the distinction between PIT and TTC is that it is essentially one 
of signal extraction: given an observed change in a PIT default probability, how much of the change is attributable 
to a change in the enduring, long-run credit trend and how much is due to transient cyclical factors? 

To make these concepts more concrete we consider there to be two types of information affecting the time path of a 
firm’s credit quality.  First, a firm’s underlying credit quality changes as a result of shocks to its business 
fundamentals, such as changes in its business model, capital structure, or its competitive landscape.  Second, shocks 
to macroeconomic and macrocredit variables, such as shifts in monetary policy, variation in aggregate output, and 
the supply and price of credit also impact the evolution of a firm’s credit quality.  Macro shocks tend to affect all 
firms’ credit conditions in the same direction at the same time, causing credit measures to rise and fall in a 
synchronized fashion.  Although often short-lived, they occur more frequently than shocks to firms’ underlying 
credit quality – just think about how often a company’s share price changes in response to market-wide news 
relative to firm-specific news.  Within a short time window, macroeconomic shocks also exert a relatively larger 
impact on a firm’s credit quality than shocks to a firm’s own underlying credit quality. 

Point-in-time measures incorporate both types of information whereas TTC measures are primarily driven by factors 
affecting firms’ underlying, long-run credit quality trends.  Consequently, the different nature of the two types of 
information leads to different time series behavior.  Through-the-cycle measures tend to move slowly and 
persistently due to the low frequency of shocks to firms’ underlying credit quality.  The high frequency and transient 
nature of macroeconomic/macrocredit shocks causes PIT measures to move at a faster pace with the tendency to 
revert to their long-term trends.  Additionally, since the impact of macro shocks usually dominates shocks to firms’ 
underlying credit quality over a short time window, variation in PIT measures – both its frequency and amplitude – 
is much greater than that of the latent TTC measures.  From the perspective of an investor needing a stable, long-
run-oriented PD, the part of the variation of a PIT measure attributed to macro shocks appears like “noise” moving 
around its slow-moving trend component, which corresponds to the TTC measure.   

We can therefore rephrase the difference between PIT and TTC risk measures in terms of frequency of movement: a 
PIT measure contains credit risk signals of both high-frequency and low-frequency, whereas a TTC measure 
contains only the low-frequency components of the PIT measure.  This frequency decomposition view is different 
from a commonly held view of TTC credit measures, by which through-the-cycle PDs are simply point-in-time PDs 

                                                 
 
8 Stein (2005), for example, describes a method for calculating the value of this tradeoff. 
9  Our definition of TTC as an unobservable trend that can be estimated using time series filtering techniques is very similar in 
spirit to that of Loffler (2004, 2008). 
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with longer horizons.  In other words, the distinction between PIT and TTC risk measures is not simply one of the 
maturity associated with the risk measure.  Conceptually, the relative importance of the transient component of a 
PIT PD tends to die out as the time horizon is extended into the distant future.10  However, there is no built-in 
mechanism associated with a long-maturity view that separates the long-run components from the transient ones.  A 
10-year maturity PD, for example, could very well continue to reflect predominantly cyclical risks.   

The frequency decomposition view of the PIT/TTC distinction is a significant simplification of the task of 
connecting the PIT and TTC concepts.  It has several strong modeling implications.  First, point-in-time risk 
measures contain all the information we need to extract through-the-cycle PDs.  Thus, we do not need to resort to 
external macroeconomic variables to identify the cyclical effect.  Second, the modeling problem becomes one of 
filtering rather than forecasting.  That is, it is a much simpler problem (relatively speaking) to devise a filter to 
extract the TTC component from a PIT measure than it is estimate where we are in the cycle now and predict its 
future direction.  Last, the frequency decomposition view formalizes the connection between PIT and TTC measures 
in a consistent, transparent way.  The resulting time series properties of TTC measures are not ad hoc, but have a 
basis in economic theory and are grounded in empirical measurement. 

The second issue we must deal with before doing any modeling is that we can no longer afford a loose interpretation 
of the word “cycle” in “through-the-cycle”; instead we are forced to spell out its exact meaning.  In much of the 
existing literature and debate about the difference between point-in-time and through-the-cycle risk measures, there 
has been little discussion about whether the C in TTC refers to the business cycle or the credit cycle, or whether 
there is a material difference at all.  (Indeed, up to this point we have been cavalier in our use of the term ourselves.)  
However, economists have long recognized that business cycles, measured by fluctuations in aggregate output such 
as GDP, and credit cycles, measured by such things as loan supply, are distinct and occur with different frequencies.  
In Figure 4 we plot the average EDF metric for US firms against the annual change in US industrial production.  
Official recessions declared by the National Bureau of Economic Research are shown in gray.  The graph shows that 
average credit quality and aggregate output changes are positively correlated, but not perfectly so.  We can also see 
that both the timing and severity of the “cycles” in the data are different. 

Figure 4 – Average US EDF Measures and Change in US Industrial Production, 1969-2010 

 

                                                 
 
10 This fact is borne out when we look at the term structure of marginal (or forward) default probabilities, which tend to converge 
to a long-run mean level at a sufficiently long time horizon.  Marginal default rates for high-yield firms tend to start high and 
converge from above; investment-grade marginal default rates tend to start low and converge from below.  Indeed, mean 
reversion is explicitly built into many affine intensity models of the default rate.  See Duffie and Singleton (1999) for an 
overview. 
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Does it make a difference whether we condition TTC EDFs to reflect the frequency of the business cycle or the 
credit cycle?  Indeed, it makes an enormous difference.  Identifying the empirical cycle duration is critical in 
estimating the appropriate smoothing intensity used for the frequency decomposition.  We elaborate on this point in 
Section 3.3.  Because the business cycle and credit cycle exhibit different cyclical properties (in terms of frequency 
and amplitude), the resulting TTC measures will differ (with respect to their stability, smoothness, and other TTC-
like properties) depending on whether we condition them on the frequency of the business or credit cycle. 

3.2 Filtering the Cyclical Signal from EDF Metrics 
The frequency decomposition view of the PIT/TTC distinction allows us to take an engineering approach to the 
extraction of TTC measure from a PIT measure.  A PIT measure can be considered a raw signal incorporating all 
credit-relevant information, consisting of subcomponents of all frequencies.  A TTC measure, however, contains 
only firm’s underlying, long-run credit trend, which moves at low frequencies.  Extracting the TTC measure from its 
corresponding PIT measure entails construction of a filter that isolates the low-frequency components from a firm’s 
EDF metric. 

This filtering idea is similar to signal processing techniques used in various engineering fields.  In particular, one 
can draw an analogy to the equalizer of a stereo system which allows the listener to adjust the sound of different 
frequencies to suit his particular taste.  Deriving the TTC measure from its corresponding PIT measure amounts to 
amplifying the bass (emphasizing the low frequencies) and/or turning down the treble (reducing the relative weight 
of the high-frequency signals).  The key question is how to design a filter such that only the part of a firm’s credit 
quality moving at a frequency lower than the aggregate credit cycle is kept and the rest are filtered out.    

Figure 5 – TTC EDF Model Filtering Process 

 

Figure 5 illustrates the TTC EDF filtering process conceptually.  The TTC EDF model uses distance-to-default (DD) 
as its primary input.  Recall from Section 2 that DD is an intermediate output of the public firm model generated 
before the calculation of the EDF measure itself.  The properties of DD that we discussed above make it is easier to 
work with than the EDF measure from a modeling standpoint.  In Figure 5, a firm’s original DD is represented by a 
high-frequency, large-amplitude wave on the left to capture the stylized fact that the high-frequency component of a 
PIT measure overwhelms its slow-moving component, even though the original DD contains frequencies of the full 
spectrum.  The grey lens shape in the middle of the figure represents the hypothetical filter, which transforms the 
original DD into a low-frequency, low-amplitude wave on the right.  The filtering process imparts two important 
statistical properties on the resulting TTC DDs.  First, the tails of the filtered DD probability density for each firm 
are thinner than the unfiltered DD.  Second, the central tendency of the distribution of each firm’s DD is not shifted.  
By compressing the tails of the probability density of DD, the filter effectively produces a DD of reduced amplitude.  
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By maintaining the central tendency of the unfiltered DD, the long-run average credit quality is preserved by the 
filter.11 

Operationally, the TTC filter takes the form of a function whose sole input is DD.  At any time t, the function will 
yield a TTC DD given the concurrent raw DD.  There are a number of functional forms that would yield the desired 
results, but parsimony guides us to first consider the simplest functional form, a two-parameter linear filter.  As we 
will see in Sections 4 and 5, a linear filter works quite well, producing TTC EDFs that exhibit the desired statistical 
properties. 

For each firm , we identify two parameters  and  such that   

, 1, 2, , 2

where the parameters are estimated from the following regression equation 

, 1,2, ,  (3)

Key to the estimation of the filter parameters for each firm is the identification of each firm’s DD trend component, 
which captures the firm’s underlying, though-the-cycle trend but which is not directly observable.  Once a firm’s 
filter parameters are estimated, its TTC DD is in fact the fitted value of its trend DD.  However, it seems that we 
introduce a problem of circularity: in order to derive a through-the-cycle DD, we need an estimate of a firm’s long-
run credit trend, which is essentially the TTC component of a firm’s DD.  One may further ask why we would need 
to construct a filter to approximate the trend component of DD if the trend component itself can be directly 
estimated.  First, the linear filter structure allows us to extend the coverage from firms with long EDF histories to all 
firms with public firm EDF measures, regardless of the length of their EDF time series.  By reducing the relation 
between the original DD and the trend DD to a two-parameter linear relation, we can approximate the trend DD for 
short-history firms by estimating their linear parameters without directly using their DD histories.  We will elaborate 
on how we do this in Section 3.4. 

Second, we can easily achieve the two desirable statistical properties – preserving central tendency and compressing 
the volatility – with the simple linear filter.  More specifically, any  with the property of | | 1 will reduce the 
time series volatility of a firm’s DD.  The requirement of 0 and 1 will constrain DD and TTC DD to have a 
common time-series mean . This simple linear structure imposed on the TTC filter may look overly 

simplistic and, perhaps, even ad hoc.  However, we show later in the paper that it can be motivated by reasonable 
economic argument and that it produces surprisingly favorable results. 

Third, application of the TTC filter does not require knowledge of the current state or future path of the aggregate 
credit cycle.  As we discussed in the previous section this greatly reduces model complexity.  Many trend-cycle 
decomposition techniques require knowledge of the entire span of a given time series, making direct estimation of 
the trend component problematic on a going-forward basis.  Once calibrated, the only input into the TTC filter is one 
data point – the concurrent DD.  The relation between a PIT credit measure and its trend component is summarized 
by the two parameters of the TTC filter. In effect, the linear filter for a firm represents the average relationship 
between its PIT measure and its TTC component.  Hence, the resulting TTC EDF metrics are conditioned on several 
credit cycles of varying severity.  The TTC EDF measure for a firm captures the average stability across these 
cycles.   

                                                 
 
11 It should be noted that the DD-to-EDF mapping is highly convex. So preserving the mean DD does not imply that the average 
EDF is unchanged by the filter. Similarly, a symmetric compression of the DD distribution does not generate a symmetric 
compression of the EDF distribution. 
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3.3 Identifying a Firm’s Long-Run Credit Risk Trend  
The key unobserved data needed to estimate the parameters of each firm’s linear TTC filter is the long-run trend of 
DD.  While there are a number of potential trend estimators, the frequency domain view of the DD we described 
above motivates us to choose the Hodrick-Prescott (HP) filter12 as an appropriate trend estimator.  The HP filter has 
several advantages.  First, it has been widely used in macroeconomics for several decades; the methodology and its 
properties are therefore widely understood.  Second, the HP filter is explicitly predicated on the idea that a time 
series consists of trend and cycle components.  Third, in the HP filter the appropriate parameter value for deriving 
the smooth, long-run trend component is directly related to the frequency decomposition view we described above.  
That is, given the empirical frequency of credit cycles, we can exactly identify the appropriate parameter value for 
the HP filter that yields the desired DD trend estimates for each firm. 

The HP filter posits that a time series consists of two additive components – a trend component  and a cyclical 
component , 

 (4)

It identifies the unobserved trend and cycle components by solving the following optimization problem 

min τ τ τ τ  (5)

The objective function consists of two sums of squares: the roughness of the trend component (τ), captured by its 
second difference, and the deviation of the series from the trend component – the cycle component (c).  The 
objective function is essentially a weighted-cost function, weighing the roughness of the trend against the deviation 
from the trend, where the weight is controlled by the smoothing parameter .  

Figure 6 illustrates the idea behind the HP filter applied to a firm’s DD time series.  The HP filter decomposes the 
original DD time series (shown by the dark blue line) into two components: the trend (in light blue) and the cycle 
(the green line).  The trend curve exhibits all the properties that we associate with a through-the-cycle measure: it is 
smooth, moves with the original DD series, but with much slower rate and smaller amplitude.  It passes through the 
original series over time.  When DD is cyclically high, its trend component relatively lower; when DD is cyclically 
low, its trend component is relatively elevated. 

The cyclical component is simply the difference between the original DD and the estimated trend DD.  
Consequently, the cyclical component moves around a zero mean.  At any time, the cyclical component adds 
volatility to the trend DD.  In periods of high aggregate credit risk, the cyclical component is relatively large and 
negative.  Similarly, when a firms DD deviates significantly higher from its trend during a credit boom the cyclical 
component is relatively large and positive.  We should point out that, conceptualized in this way, the credit cycle is 
simply a deviation from a (non-linear) long-run trend.  As such, it is about as agnostic as one can get with respect to 
the behavior (or existence) of credit cycles. 
  

                                                 
 
12 Hodrick and Prescott (1981, 1997). 
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Figure 6 – Trend-Cycle Decomposition of DD Using the HP Filter 

 

The key parameter of the HP filter shown in equation (5) is λ.  It governs the “smoothness” of the filtered trend 
component.  Increasing the value of λ imposes a higher penalty on the roughness of the trend and therefore produces 
a smoother trend component.13  In addition, the HP trend filter has an explicit frequency-domain representation: its 
frequency response function14 assigns zero weight to components of frequencies above a certain threshold, where 
the level of threshold is inversely related to the size of λ (King and Rebelo (1993)).  So increasing the level of λ 
implies progressively widening the frequency range to be filtered out in the direction toward the low end of the 
frequency spectrum.  So choosing the value of λ amounts to choosing the frequencies to be retained by the HP trend 
filter, which can be linked to the observed frequency of credit cycles.  That is, given knowledge of the typical 
frequency of a credit cycle, the appropriate value of λ can be calculated.15 

We identify the appropriate smoothing intensity (λ) by analyzing the periodic behavior of firms’ monthly DD time 
series from 1969 to 2010.  We analyzed the data at both the firm level and in the aggregate by analyzing the time 
series of average DD.  (Here we report only the aggregated results.)  Figure 7 plots the monthly average detrended 
EDF time series for North American firms.16  The average EDF exhibits a strong cyclical pattern.  We can roughly 
estimate the period of the cyclical pattern by fitting a simple sinusoidal curve to the data, shown by the light blue 
line.  Although the peaks and troughs of the fitted sinusoidal curve are sometimes early, sometimes late relative to 
the actual data, it fits the data surprisingly well (with an R2 of about 0.65).  Further, it indicates that the best fitting 
sinusoidal curve has a period of 111 months, or just over nine years. 
  

                                                 
 
13 When λ=0 there is no smoothing and we recover the original time series.  As λ→∞, the trend becomes progressively smoother, 
so that in the limit it approaches a linear regression over the span of the time series. 
14 A time series can always be represented by a linear combination of sinusoidal functions of various frequencies (the Fourier 
transform). The frequency response function, also called the transfer function, of a linear filter describes the effect of the linear 
filter on the original series at each frequency level. 
15 See Brockwell and Davis (1991). 
16 We removed a linear trend over the span of the data. 
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Figure 7 – Average Detrended EDF Time Series of North American Firms, 1969-2010 

 

One can further identify the frequency component that contributes most to the total variation of DD by analyzing the 
spectral density.17  In Figure 8 we plot the sample periodograms of the average US EDF time series and US 
industrial production.  The sample periodogram of the average DD series reveals a very pronounced peak around the 
frequency corresponding to 9-year cycle.  Additionally, there is another, smaller peak around years 4 and 5.  We see 
the reverse pattern in the periodogram of US industrial production (IP) data.  US IP shows a major peak in its 
sample periodogram around years 4 and 5, with minor peak around 9 years. 

These results corroborate several findings observed by other research studies, such as Aikman, Haldane, and Nelson 
(2011).  First, the credit cycle is of generally lower frequency than the business cycle.  In his classic book, Sargent 
(1979) provides the following definition of a business cycle: “A single series is said to contain a business cycle if the 
cycle in question has a periodicity of form about two to four years (NBER minor cycles) or about eight years 
(NBER major cycles).”  Second, credit and business cycles are distinct, but related.  The 9-year cycle is of 
secondary importance in the US IP series, while it is of primary significance in the EDF data.  As a final point, we 
found that the spectral density of average EDF measures exhibits similar peaks across North America, Japan and 
Europe, suggesting a common frequency of credit cycle across major geographical regions.  Of course, the exact 
timing of the cycles across regions was certainly not synchronous. 
  

                                                 
 
17 Spectral density analysis is a procedure that decomposes a time series into a spectrum of cycles of different lengths via the 
Fourier transform.  It essentially identifies the frequencies in the data that explain most of the time series variation. See Hamilton 
(1994). 
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Figure 8 – Spectral Density Plots of Average EDFs and US Industrial Production, 1969-2010 
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One view of the PIT/TTC distinction holds that TTC measures should be robust with respect to a “stressed” 
scenario.  In other words, only when the latent risk of a firm exceeds a certain threshold that is consistent with a 
“normal” cyclical movement should the risk measure change.  We recognize this idea and combine it with our 
empirical results to settle on a value of λ that we believe yields operationally useful TTC EDFs.  Hence, our final 
choice of λ for the purposes of the TTC EDF model corresponds to a cycle period somewhat beyond the nine years 
exhibited in the spectral analysis of DD.18 

It is important to note that there is one value of λ for all firms across all regions and all sectors.  The idea is that 
there is one credit cycle that affects all firms at the same frequency (though not necessarily at the same time).  
However, our methodology allows each firm to exhibit different sensitivity to cyclical effects.  EDF credit measures 
for firms in stable industries will have relatively low volatility over the cycle, and so would require less of an 
adjustment (as captured by the firm’s parameters α and β) than a firm in a high-volatility industry.  To repeat what 
we wrote above, the TTC EDF model is not a forecasting model, it is a filter.  The model does not try to predict 
when to adjust DD, just the frequency of adjustment, which is governed by λ. 

Before concluding the discussion on trend estimation, we feel it worthwhile to note that the trend-cycle 
decomposition we carry out in the TTC EDF model is different than a systematic-idiosyncratic risk decomposition.  
The latter decomposition has a long history in the finance literature and is widely used in practice.  Regardless of the 
specific asset pricing models used, asset returns that are attributed to market-wide movements are considered 
systematic and this part of the return variation is termed systematic risk.  Asset returns that are orthogonal to market-
wide movements are considered firm-specific and variation of this part of returns is termed idiosyncratic risk.  This 
type of risk decomposition is motivated by the spanning properties of some macroeconomic factors and is 
practically obtained by regressing asset returns on those factors or returns on some macro-proxy portfolios.  

Unlike a trend-cycle decomposition, the systematic-idiosyncratic risk decomposition does not lead to a frequency-
domain separation.  In fact, the projection of asset returns onto the space spanned by the macroeconomic factors – 
the geometric interpretation of the systematic component – may contain both high- and low-frequency movement. 
The residuals of the regression – the idiosyncratic component – are, by construction, white noise, meaning they 
contain the full spectrum of frequencies.  In contrast, the trend-cycle decomposition underlying the TTC filter has an 
explicit frequency cutoff corresponding to the duration of a typical credit cycle.  Any frequency components below 
the threshold are considered the trend.  In economic terms, the trend is primarily driven by the firm’s underlying 
credit quality but it may still move, albeit slowly, with macroeconomic variables.     

                                                 
 
18 The exact value of λ is one of the proprietary parameters of the TTC EDF model. 
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3.4 Estimating the Parameters of the TTC EDF model 
Estimation of the TTC EDF model proceeds by dividing our sample of firms into two groups, those that have 
sufficiently long DD histories to run the HP filter and those which do not.  In order to qualify for the long-history 
group, we required firms to have at least nine years of monthly DD history, and that their histories be reasonably 
centered over the peak or trough of an observed credit cycle.19  The data sample we use for estimating the firm-
specific TTC EDF parameters is our proprietary data set of monthly EDF credit measures going back to 1969.  For 
firms in the long history group, estimates of the TTC filter parameters can be obtained directly by running regression 
equation (3).  For firms with short histories, we estimate their filter parameters by relating them to firms with long 
histories and similar characteristics.  In this section we discuss the estimation procedure separately for each group.   

3.4.1 Estimation of TTC Filter Parameters for Long-History Firms 

The linear filter specification of equation (2) effectively reduces the complex HP optimization problem – which 
necessarily involves the entire DD series – into a simple linear filter requiring only one data point for input at any 
given time – the most current one.  Despite its simplicity, it does not place an overly restrictive structure on the 
relation between the original DD and the HP filtered trend DD. 

Consider a typical DD series like the one in Figure 6 above.  The HP filter compresses the DD series from both top 
and bottom in a roughly symmetric fashion.  As a result, the DD series and HP filtered trend DD share a common 
central tendency, μ, which is also evidenced by the symmetric movement of the cyclical component around a zero 
mean.  When the original DD moves away from μ in either direction, the trend DD also tends to deviate from μ a 
little more in the same direction. This suggests that the deviation of trend DD from its long-run average  is 
approximately proportional to the deviation of DD from the same : 

 (6)

The equation can be rewritten as  

 (7)

with 

1  (8)

Hence, the regression specification of equation (3) may be motivated by a reasonable empirical approximation.  

To develop a further intuitive understanding of the TTC filter, we provide a scatter plot in Figure 9 of the original 
DD versus HP filtered trend DD for the same sample firm used in Figure 6. In addition, we plot the fitted regression 
line via least squares, along with a 45-degree line corresponding to the case of no smoothing of the original DD.  
The compression of DD by the trend HP filter from both the top and bottom effectively tilts the 45-degree line 
clockwise – raising the intercept and lowering the slope.  The degree of rotation is obviously related to the degree of 
stability and smoothness of the trend DD relative to the original DD.  Since the scatter plot clusters tightly around 
the fitted line, the linear parameterization of the relation between original DD and HP filtered DD looks reasonable.   

The parameters of the linear TTC filter have intuitive economic interpretations.  First, the intercept of the TTC filter 
essentially imposes a cap on the maximum level of TTC EDF, given the negative slope of the DD-to-EDF mapping 
function.  However this cap is not binding for the majority of firms since their DDs never reach zero. Second, the 
slope parameter measures the degree of compression of DD amplitude.  By construction, the trend DD moves within 
a smaller range than the original DD, so the slope is bounded between 0 and 1. The lower the value of the slope, the 

                                                 
 
19 This data requirement ensures that we do not include firms whose DD histories are strictly increasing or decreasing over the 
range of the available time series; i.e. the history needs to exhibit cyclicality.  Of the over 62,000 unique firms in our EDF 
research data set, about 40% fall into the group with sufficiently long history. 



 

18  

smaller the peak-to-trough variation in trend DD relative to the original DD, and consequently the smaller range of 
movement in TTC EDF. 

Figure 9 – Identifying the Parameters of a Firm’s TTC Filter 

 

As we noted at the end of Section 3.3, a single, common HP smoothing parameter λ does not translate into common 
TTC filter parameters across firms.  In fact, the values of α and β are allowed to vary across firms, reflecting 
different risk profiles among firms and their different sensitivities to the common credit cycle.  More specifically, a 
flatter fitted line – a combination of high α and low β – means that the firm’s PIT measure is to a larger degree 
driven by variation in the credit cycle.  The trend DD of the firm, after stripping away the impact of credit cycle, 
becomes much less sensitive to macro-credit conditions.  The credit cycle sensitivity interpretation to the interaction 
between trend DD and the original DD is also supported by the negative cross-sectional correlation (-0.53) between 
the estimates of α and β, suggesting that the differences in smoothness among firms are, to a large degree, explained 
by different degree of rotation instead of parallel shift in the fitted line. 

The crossover point of the fitted line of equation (3) and the 45-degree line provides an estimate of , the long-run 
average DD.  One can easily verify this by showing that the algebraic representation of the crossover point is 
/ 1 , the same as  in equation (8).   In economic terms, the crossover point may be viewed as the long-term 

“steady-state” DD, which anchors both the original DD and TTC DD over time.  When the original DD is above the 
crossover point, the TTC linear filter will scale it down; the converse is also held when the original DD drops below 
the crossover point.  The scaling factor is determined by the historical relation between DD and its trend component.  
Identification of the crossover point is particularly useful later on when we construct TTC filters for firms whose 
trend DDs are not readily obtained by applying the HP filter.  Once the TTC filter parameters are identified, we can 
generate the TTC DD by plugging the DD value into equation (3). The TTC EDF is in turn produced by using the 
public firm model’s DD-to-EDF mapping.  The estimation steps of the TTC EDF model for the same firm is shown 
in Figure 10. 

It is important to understand that the purpose of the trend estimation using the HP filter is to calibrate the 
relationship between DD and TTC DD via regression equation (3).  As steps 1 and 2 in Figure 10 illustrate, the TTC 
filter parameters are estimated using the longest available monthly DD time series for a firm.20  Once we have 
estimated the filter parameters for a firm, they are fixed until the next model calibration.21  That is, we do not 

                                                 
 
20 A well known shortcoming of the HP filter is that trend estimates near the endpoints of a time series tend to be less efficiently 
estimated than data points near the center of the time series. See Mise, Kim, and Newbold (2005).  For this reason, we adopt the 
standard procedure of discarding some of the data near the beginning and end of the HP trend before running regression equation 
(3). 
21 We expect to update firm level parameters of the TTC EDF model annually. 
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estimate α and β on a rolling basis by re-estimating the trend via the HP filter, for two reasons.  First, TTC EDF 
measures are intended to reflect the average relationship between a firm’s point-in-time DD and its through-the-
cycle DD over several credit cycles of different severity.  Hence, it is desirable to use as much data on the trend over 
as many cycles as possible in order to capture this relationship.22  TTC DD is essentially a rescaled DD, where the 
rescaling is achieved through the linear filter.  The calibration of the filter has not been designed to optimize the 
predictive power of the TTC EDF in any deliberate way.  Indeed, through the rescaling the TTC EDF discards some 
information about expected default risk that is embedded in EDF measures in order to achieve TTC-like behavior.  
In Section 4 we show data on the performance of TTC EDF measures to that effect.  Second, as a practical matter, 
the linear filter parameter estimates for firms with long histories tend to be very stable.  That is, given long enough 
DD history, the addition of more time series data has a negligible impact on the estimated α and β for a firm.23  This 
also obviates the need to update parameters on a rolling basis.  Firms with relatively short DD histories require 
separate treatment, however, which is the topic of the next section.

                                                 
 
22 Indeed, there is an important, albeit technical, reason we do not use the HP trend component of a DD series directly as 
estimates of TTC DD.  The HP filter may be represented as a two-sided moving average filter with non-zero weights assigned to 
both the infinite past and the infinite future of a data point. When the HP filter trend is applied to the latest DD, it assigns 
excessive weight to the most current observation since the future is yet to be realized. This means that the trend DD produced on 
a going-forward basis would closely track the movement of the raw series.  If the original DD series is volatile, then its trend 
estimate so produced will be volatile, too.  In addition, when a new DD observation is made as time passes, the weight assigned 
to the now-second-last-observation would be different from the one initially assigned to it. Consequently, this change in weight to 
the same observation introduces a revision issue – the trend estimate for recent DD observations needs to be constantly revised.   
23 In order to test the stability of firms’ TTC filter parameters we compared parameters estimated using the complete DD time 
series to parameters estimated using a portion (half or two-thirds) of each firm’s available time series. The distribution of the 
differences in the parameters was tightly centered around zero. 
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3.4.2 Estimation of TTC Filter Parameters for Short-History Firms 

For firms whose available DD time series are too short to allow for direct estimation of their trend components using 
the HP filter, we estimate their filter parameters by referencing the set of firms with sufficiently long DD histories 
with similar characteristics.  Since the TTC EDF model and the public firm EDF model share the same up-stream 
modeling framework and economic drivers, we naturally use the firm characteristics associated with those drivers as 
candidate variables in estimating the TTC filter parameters for the set of firms with short histories.  As we discussed 
earlier, the DD variable encapsulates the interaction of three economic drivers:  firm (asset) size, business risk and 
its degree of indebtedness.  We capture the three drivers by the firm’s market capitalization, its asset return volatility 
and its degree of leverage, respectively.  In addition, geographic region and industry sector are also useful variables 
for estimating the filter parameters.  

For short history firms, instead of calibrating  and  we calibrate  and , since knowledge of any two parameters 
will identify the third one and the TTC filter will be identified (see equation (8) above).  Recall that µ is the 
crossover point where a firm’s regression line crosses the forty-five degree line.  The reason we calibrate the 
crossover point instead of the intercept is that the former’s economic interpretation – the long run average DD – 
naturally links itself to economic drivers of DD.  It turns out, not surprisingly, that regressing the crossover point on 
firm characteristics produces a better model fit than regressing the intercept on the same set of variables.  The 
regression specification for calibrating the crossover point is as follows: 

 (9)

where  is the crossover point for firm , and  is the dummy variable set to 1 if firm  is in sector . To 
avoid multicollinearity among the dummy variables, dummies are set only for sectors 2 to 17.  So  captures the 
incremental impact of sector  relative to sector 1.   is the time-series average rank of firm ’s market 
capitalization,  is the time-series average rank of firm ’s asset volatility, and  is the time-series average rank 
of firm ’s degree of leverage, defined as the ratio of the firm’s default threshold value (X in terms of equation (1)) 
and its market value of assets.  Since the regression coefficients may be sensitive to the scales used to measure the 
firm characteristics, we replace their numerical values with their ranks24 at each given time and then take time-series 
averages of the ranks. We run the above regression separately for three regions, North America, Japan, and the rest 
of the world25, and on the sample of firms whose DD histories are sufficiently long for reliable estimation of the 
crossover points using their HP filtered trend DD. 

Although we do not report the results here (in order to protect the proprietary aspects of the model), the regression 
coefficients for all variables are of expected signs and are statistically significant for each region.  In particular, the 
coefficients for   are positive, indicating that larger firms tend to have higher average DD, hence lower average 
EDF.  The coefficients for  are negative, indicating that firms with higher business risk on average are associated 
with lower average DD.  The coefficients for  are negative, suggesting that firms with higher level of 
indebtedness tend to have lower average DD.  The model fit is also quite good, producing  statistics in excess of 
85% for each of the three regions.  The diagnostic statistics suggest that we can estimate the crossover points with a 
high degree of confidence for firms whose histories are not long enough for the HP filter to operate directly. 

The empirical relationship between the slope parameter β and the firm-specific variables are much less pronounced. 
We therefore group firms by regions and sectors and use the average β value of the group as a proxy for firms within 
the same group but insufficient histories for HP trend estimates.  As one might surmise, some firms within the set of 
short history firms will, with the passage of time, accumulate enough time series DD data in order to qualify for 

                                                 
 
24 Market capitalization is assigned to 50 equal-sized buckets, and asset volatility and leverage values are assigned to 20 equal-
sized buckets at each time point. 
25 We divided the data into these three broad geographic regions on the basis of (1) data sufficiency for each region, and (2) the 
variables clustered into well-defined groups based on these geographic boundaries. 
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inclusion in the long-history subsample.  When firms do accumulate enough time series, the model allows them to 
roll from the short history sub-sample into the process for estimating the parameters of long history firms. 

In summary, the TTC EDF model methodology is constructed on the notion that PIT and TTC credit measures are 
driven by information that flows at different frequencies.  In particular, the movement of a PIT measure covers the 
full frequency spectrum, whereas the corresponding TTC measure moves at low frequencies only.  Although the HP 
filter provides a desirable trend-cycle decomposition on a retroactive basis, it does not satisfy our need of estimating 
TTC EDF on real time basis.  However, the HP filter provides trend estimates that are useful as inputs for the 
construction of a simple linear filter.  We essentially replace a long-windowed, two-sided moving average filter – 
the essence of the HP filter – with a static two-parameter linear filter.  In return for the loss of precision, we gain a 
robust filter with many desirable properties.  More importantly, the filter can be applied to all firms with EDF 
measures, irrespective of the length of their histories.  Furthermore, it produces stable TTC EDF measures for the 
most recent observations, making it suitable for extracting TTC measures on a real-time basis.  In the next section 
we evaluate the statistical performance of TTC EDFs. 

4 TTC EDF Model Performance 
Moody’s Analytics’ periodic validation studies on the original EDF establish an industry benchmark for evaluation 
of a credit measure.  The performance criteria – the ability to rank order creditworthiness, level calibration, and early 
warning power – are constructed with the goal of accurate and timely prediction of defaults.  With TTC credit 
measures, one explicitly recognizes that stability is another desirable feature for many practical applications.  
Indeed, many financial institutions have employed sometimes ad hoc smoothing methods to reduce the volatility of 
PIT measures while fully aware the consequences: smoothing PIT credit measures causes a loss of forward-looking 
information and hence lowers their ability to prospectively distinguish defaulters from non-defaulters. 

The TTC EDF is no exception in this regard.  As we have emphasized at several points in this modeling 
methodology, through-the-cycle adjustment of a PIT PD involves a tradeoff of predictive power for stability.  Since 
the TTC filter removes the part of DD variation due to cyclical changes, we expect the TTC EDF to lose some 
predictive power.  The pertinent questions here are, first, how much model power do we lose by using the TTC 
EDF?  Second, how much stability do we gain in the process?  And third, is the tradeoff between prediction power 
foregone and stability gained favorable?  That is, does it achieve a high degree of stability with minimal loss of 
prediction accuracy?  In this section, we focus on these questions and compare the tradeoff associated with the TTC 
EDF with other crude smoothing methods.  In the end, we also evaluate the performance of the TTC EDF along 
other dimensions developed for the original EDF.  Throughout, we are particularly interested in the performance of 
TTC EDF measures relative to EDF measures, rather than evaluating them as separate, stand-alone measures.  

4.1 Measuring the Tradeoff between Stability and Model Power 
We measure the stability of the TTC EDF by the degree of compression in its amplitude relative to the original EDF. 
Recall that a key statistical property of the TTC filter is the compressed density of TTC DD relative to the original 
DD. This implies that the TTC EDF moves within a smaller range than the original EDF.  At the peak of a credit 
cycle, when a firm’s EDF tends be much lower than normal, the decrease in TTC EDF is subdued. Conversely, at 
the trough of a credit cycle, sharp increases in EDFs will be similarly dampened by the TTC filter.  This feature 
implies that the range of TTC EDF movement over a firm’s life should be smaller than that of the original EDF 
series.  We consequently use the ratio of the former to the latter to measure the relative volatility of TTC EDF.  The 
histogram of the range ratio for the entire EDF population is shown in Figure 11.  

Figure 11 shows the TTC filter imparts significant amplitude compression to EDF movement. The range ratio of 
more than 60% of all firms is less than 20%, meaning that the range of these firm’s EDF movement is compressed 
by at least 80%; more than 90% of all firms have their EDF range compressed by at least 50% by the TTC filter, and 
virtually all firms’ EDF movement is dampened to some degree.26 

                                                 
 
26 It is worth noting that the less volatile the original EDF measure over the cycle, the less of an adjustment required by the TTC 
filter.  Hence, firms with high range ratios tended to have EDF measures with low time series volatility. 
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Figure 11 – Distribution of TTC EDF Range Compression (Relative to EDF) 

   

We use the accuracy ratio (AR) to evaluate a credit measure’s ability to prospectively rank order defaulters from 
non-defaulters.  Consider a credit risk measure, say the EDF, being used to rank order firms’ creditworthiness.  A 
loan officer may choose an EDF level as the cutoff point above which a firm is deemed high default risk and is 
refused credit.  By making such decisions, the loan officer will likely deny credits to both eventually defaulted firms 
and non-defaulted firms.  With a powerful credit measure, the former should account for a larger percentage of the 
failed applications.  In contrast, a zero-power credit measure, such as a random draw from the pool of applications, 
would on average identify equal number of defaulters and non-defaulters.  The accuracy ratio is a statistic that 
measures the ratio of correct predictions to the total number of cases evaluated.  The AR is bounded between 0 and 
1, like a correlation statistic, and higher value of AR implies higher rank order default prediction power. 

The tradeoff between stability and model power (measured by AR) for various smoothing schemes is displayed in 
Figure 12.  We calculate the AR of a credit measure on a monthly cohort basis using a one-year prediction horizon. 
That is, at each month end of the sample period from 1992 to 2010, we associate the EDF of a firm with a dummy 
variable that is set to 1 if default takes place within 12 months and zero otherwise.  We calculate the AR of a given 
cohort and then use the time-series median value of the AR as a measure of the credit measure’s default prediction 
power.  We calculate the range ratio (as in Figure 11) of each firm in the sample and take the median value as a 
measure of stability (or lack thereof) for a credit measure. 
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Figure 12 – Tradeoff between Stability and Model Power, All Geographic Regions 

 

Increased stability of the EDF measures comes at the cost of lost default prediction power.  The original EDF, a PIT 
measure, has the highest median AR and a relative volatility of 1 since it is the denominator of all the range ratios 
shown.  We experiment with moving averages – an often used, crude smoothing method employed by many – of 
various window size from 3 months to 3 years with 3-month increments.  As the window length is extended, the 
smoothed EDF becomes increasingly more stable until its median range ratio reaches the value of 0.44 for 36-month 
window.  At the same time, the median AR value also declines from 0.75 for the original EDF to 0.68 for 36-month 
moving average.  We can trace a upward-sloping frontier between default prediction power and stability since the 
declines in both AR and relative volatility measure are monotonic.   

The tradeoff between stability and model power is very favorable to the TTC EDF measure.  As shown in Figure 12, 
the volatility-AR coordinate for the TTC EDF is located to the far left of the frontier constructed by moving 
averages of EDFs.  The AR of TTC EDF is lower than that of EDF by roughly 4 percentage points, at a relative 
stability level similar to a 12-month moving average.  But the range of TTC EDF is only 16% or less of the original 
EDF range for 50% of the firms, whereas the same range ratio statistic for 12-month moving average is close to 
68%.  To put it differently, if one is willing to give up 4 percentage points in default prediction accuracy, one can 
devise a stable EDF by the moving average method which compress the EDF amplitude by 32% or more for half of 
the population, or with the same accuracy loss one can compresses the EDF amplitude by 84% or more for the same 
number of firms via the TTC EDF methodology.  To go one step further, if one is content with the degree of 
amplitude compression generated by the one-year moving average, she can achieve this for more than 95% of the 
population (by reading off the bar chart in Figure 11) via the TTC EDF rather than for only 50% of the population. 

The favorable tradeoff provided by the TTC EDF is robust across geographical regions.  In Figure 13, we replicate 
the AR and range ratio calculations of Figure 12 for North American and European corporates.  In both cases, we 
can trace a monotonic upward-sloping frontier by taking moving averages of the original EDFs of various window 
length.  We can significantly increase the stability of the EDF using TTC EDF methodology relative to the moving 
average method in return for the same amount of decrease in default prediction power. 
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Figure 13 – Tradeoff between Stability and Model Power for North American and European Corporates 

Stability vs. Model Power, North American Corporates 

 

Stability vs. Model Power, European Corporates 

 

The higher accuracy ratio of the original EDF relative to the TTC EDF does not necessarily imply that the former 
makes fewer prediction errors than the latter at every risk level, because the accuracy ratio summarizes a credit 
measure’s performance across the entire risk spectrum covered by the credit measure.  It is possible, for example, 
that the more powerful credit measure is very effective in predicting defaults for the very risky subset of firms, but is 
less effective when safer firms are also included.  It generates higher AR than the less powerful one since most 
defaults take place with risky firms. This is indeed the case for the original EDF in comparison with the TTC EDF.  

There are two types of prediction errors: missing defaults (false negative, or Type I errors) and false prediction of 
defaults (false positive, or Type II errors).  If one uses a certain EDF level as the criterion for credit decision, 
defaulters with EDF values below a given threshold level would be missed and the percentage of total defaulters 
missed by the decision criterion is termed the Type I error rate.  Correspondingly, non-defaulters with EDF values 
higher than the threshold level are mistakenly denied credit and the percentage of total non-defaulters falsely flagged 
by the decision criterion is termed the Type II error rate.  One can vary the threshold EDF value throughout the 
entire EDF spectrum and record the incidence of errors associated with a given threshold level.  The resulting 
relation between Type I and Type II error rates is plotted on the left side of Figure 14 (light blue line).  One can 
repeat the exercise for TTC EDF; its tradeoff between Type I and Type II error rates is plotted as the dark blue line 
on the same graph. 

Both plots are downward-sloping, consistent with the inverse relationship between the two types of errors: as one 
relaxes the threshold EDF (or TTC EDF) level for default prediction, he identifies more defaults – reducing Type I 
errors – but, at the same time, falsely raises warning flags of non-defaulters too – increasing Type II errors.  Also as 
expected, the plot for the original EDF lies below the TTC EDF with sizeable gap until the two plots “converge” on 
the right side of the graph.  This explains the higher AR of the original EDF – it correctly identifies more defaults 
(i.e., lower Type I error) than the TTC EDF among risky firms.  

However, the EDF does not always make less prediction errors than the TTC EDF. In fact, it makes more errors as 
one begins to tighten credit decisions for increasingly safer firms (i.e. low EDF level firms).  This is evidenced by 
the crossed curves on the right-hand side graph of Figure 14, where we arbitrarily transform the vertical axis to log 
scale to emphasize the crossing result.  This observation suggests that TTC EDF performs no worse than the original 
EDF as a default warning signal for portfolios of high credit quality names – one receives a stable measure, namely 
TTC EDF, with little sacrifice in prediction precision in this situation.  It highlights the complementary nature of the 
TTC EDF and the original EDF – when default risk is high and therefore missing defaults is costly, the original EDF 
provides an effective monitoring tool.  However, when default risk is low (or the cost of Type I errors is for 
whatever reason low) and therefore adjusting credit exposure is relatively more costly, the stability of TTC EDF is 
more desirable.       

The crossed curves between EDF and TTC EDF are not totally unexpected – it is the result of tighter DD 
distribution introduced by the TTC filter.  Consider first very risky (i.e. high EDF level) firms. Since TTC EDF 
assigns high PDs to a smaller percentage of populations than the original EDF does, it is more likely to miss defaults 
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(higher Type I errors) and, by the same reasoning, less likely to mistaken non-defaulters as high-risk names (lower 
type II errors). Similarly, since the TTC filter squeezes the DD distribution from both sides, safe firms tend to be 
given higher PDs by TTC EDF than by the original EDFs. As a result, TTC EDF is less likely to miss defaults 
(lower type I error) but more likely to raise false warning flags (higher type II errors). 

Figure 14 – Type I and Type II Prediction Errors of EDF and TTC EDF 

Type I vs Type II Errors 

 

Type I vs Type II Errors 

4.2 Level Accuracy and Effectiveness as Early Warning Signals  
In addition to the rank ordering power of TTC EDF summarized by its accuracy ratio, we are also interested in its 
level accuracy, i.e., how close the TTC EDF is to the realized default rate. To examine its accuracy, we sort the TTC 
EDF observations of a given population into 20 equal-sized buckets, with the first bucket containing the safest 5% 
observations and the last bucket containing the riskiest 5% observations. The average level of TTC EDF and 
realized default rate for each bucket are then plotted in solid and dotted lines, respectively, in Figure 15, with the left 
(right) graph for the North American (European) corporate sample. The same exercise is repeated for the original 
EDF. The average EDF level and default rate for each EDF bucket are overlaid on the same graph, represented by 
lines of lighter color.   

Both average EDF level and TTC EDF level increases with their respective quantiles, but their rates of increase are 
different. More specifically, the average TTC EDFs are higher than the average original EDFs at the low end of risk 
spectrum but become lower than the latter at the high end of risk spectrum. This is a natural consequence of tighter 
DD distribution introduced by the TTC filter – very high DDs (hence, low EDFs) are scaled downward to be 
mapped into higher TTC EDFs, and conversely for very low DDs. The two lines cross at roughly the midlevel of 
risk spectrum – a result of the mean-preserving transformation of TTC filter, although convexity of DD-to-EDF 
mapping may cause the mean TTC EDF to deviate somewhat from the mean of EDF.   
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Figure 15 – Level Calibration of EDF and TTC EDF 

North American Corporates 

 

European Corporates 

 

The realized default rates for most quantiles stay reasonably close to the predicted PD level, using either the original 
EDF or TTC EDF measure, suggesting that the PD level predicted by the TTC EDF measure is not off by much 
relative to the original EDF.  A closer examination reveals some subtle changes caused by the TTC filter.  The 
average EDF measure tends to overpredict the default rates, more so for the risky end of the spectrum, reflected by a 
constant gap between the solid and dotted light blue lines for North American sample and a widening gap with 
increasing risk for the European sample. This is partly explained by the built-in conservatism in EDF level 
calibration – not all defaults are observed and collected, especially for the small and default-risky firms.27  Relative 
to the original EDF, default over-prediction of TTC EDF is more pronounced for safe firms, but the gap between 
average TTC EDF and its corresponding default rate is gradually reduced as we shift the risk scale to the right.  The 
realized default rates are so close to the average TTC EDF for the risky end of the spectrum that the two lines 
essentially coincide with each other for names between the 70th and 95th percentiles of the North American sample.  

The above results suggest that the declining trend of over-prediction of TTC EDF with risk is again the result of 
compressed DD distribution introduced by the TTC filter.  Safe firms are assigned higher PD by the TTC filter than 
the original EDF, so the TTC EDF over-predicts defaults to a higher degree than the original EDF.  Conversely, 
risky names are assigned lower PD by the TTC EDF than the original EDF so the average TTC EDF is much closer 
to the realized default rate.  However, it should be noted that a closer match between TTC EDF and default rate does 
not necessarily implies a superior level accuracy by the TTC EDF, since the severity of missing defaults in data 
collection process is intrinsically unknown. 

Providing early warnings ahead of defaults is another important function of a credit measure.  As the TTC EDF 
removes largely the part of variation due to cyclical changes in credit markets – the dominant force driving changes 
in a PIT measure, its early warning function is reduced. In Figure 16, we compare the behavior of median EDF with 
that of median TTC EDF of the defaulters up to eight years prior to their defaults, along with the median EDF of all 
firm during the sample period.  The left graph is based on North America corporate defaults between 2008-2010, 
and the right is based on European corporate defaults for the same sample period.   

The median EDF of North American defaulters displays a persistently high level of PD relative to the median EDF 
of the full sample for the entire sample period. It rises sharply during the year of 2007 before the first default takes 
place in early 2008.  The median EDF for the entire population declined substantially between 2003 and 2007, 
reflecting a buoyant credit market during the period. It also begins to rise in the second half of 2007 but its speed of 
acceleration does not match that of the defaulters until 2008.  

                                                 
 
27 A constant gap between EDF and default rate still implies that overprediction is more severe for risky firms since the vertical 
axis is in log scale. 
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In contrast, the median TTC EDF level of the defaulter sample displays a much more gradual speed of adjustment, 
although it stays at elevated level relative to the median EDF of the entire sample population and the fact it also rises 
in anticipation of the financial crisis. Given an early research study (Gokbayrak and Chua, 2010) showing the added 
power of EDF momentum to default prediction, TTC EDF obviously misses the thrust in flagging high default risk 
firms from early on.  A qualitatively similar conclusion can be drawn for the European sample as well. So for the 
purpose of early warning of changes in credit risk, the original EDF metric remains a sharper tool than the TTC EDF 
measure.   

Figure 16 – EDF vs. TTC EDF Measures as Early Warning Signals 

North American Corporate Defaults, 2008‐2010  European Corporate Defaults, 2008‐2010 

5 Examples and Applications 
In this section we demonstrate a few of the potential uses of TTC EDF measures with some simple, illustrative 
examples.  At both the single name and portfolio level we show that TTC EDF measures are useful inputs for the 
types of applications for which they were designed: where stability is more highly valued than prediction accuracy. 

5.1 Single-Name Credit Risk Management 
The compressed amplitude of the TTC EDF measure we presented in Section 4 may bring significant cost savings in 
terms of single name credit exposure adjustment.  Consider the experience of Bank of America during the recent 
financial crisis.  In Figure 17 we show its EDF measure, its TTC EDF metric, and the Moody’s Investors Service 
senior rating.  Its original EDF metric increased from 1 basis point in October 2007 to approximately 7% at its peak 
in February 2009.  Its TTC EDF, however, ranges from 6 bp to 16 bp over the same period.  Suppose, for the sake of 
simplicity, a credit portfolio with exposure to Bank of America requires an exposure adjustment for every 25 bp 
movement in PD when the PD is below 1% and similar adjustments for every 1% movement in PD when the PD is 
above 1%.  To make the computation easier, let us further assume that the EDF of Bank of America increases 
monotonically over this period.  The portfolio manager would need 11 consecutive adjustments to its exposure to 
Bank of America based on EDF movement whereas using TTC EDF as a guide she would not have to adjust her 
exposure at all.  It is very likely that the portfolio manager is more concerned with the cost of portfolio adjustment 
than the impact of potential default by Bank of America, perhaps because she thinks the bank is too big to fail, or 
because the loss to her exposure would be very low in the event of Bank of America default.  The TTC EDF would 
be a more suitable credit measure than the original EDF in this type of application.  In the next section, we will 
provide a more realistic example where a risk manager is asked to determine risk-based economic capital via the 
Basel II formula. 
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Figure 17 – Bank of America EDF and TTC EDF Credit Measures 

 

We present two more examples in Figure 18 to show the typical behavior of EDF measures and TTC EDF measures 
for a bank (Goldman Sachs) and a Corporate (Toyota Motor Corp.). 

Figure 18 – TTC EDF Credit Measure Examples 

Goldman Sachs  Toyota Motor Corp. 

5.2 Using TTC EDF to Calculate Regulatory Capital 
The advanced internal rating-based approach (A-IRB) under Pillar I of the Basel II accord allows banks to use their 
own calculated parameters for the purpose of calculating regulator capital.  In the present context, that means that 
banks using the A-IRB have some latitude to select the basis for their PD inputs.  As we demonstrate in this section, 
TTC EDF measures are a viable candidate as an input to the calculation. 

In Figure 19 we calculate Basel II required capital for two portfolios, the iTraxx Europe 15 index and the Dow Jones 
Industrial Average stock index.  The iTraxx Europe 15 portfolio is an equally weighted CDS index consisting of 125 
of the largest, most liquid investment-grade European corporate reference entities.  The Dow Industrial Average 
stock index consists of 30 of “blue chip” companies selected by the Wall Street Journal.  For each of the portfolios, 
we fix the firms included on each as of date (21 March, 2011 for the iTraxx Europe index and 15 April, 2011 for the 
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DJIA Index portfolio) and run the calculations backward and forward in time on a monthly basis.  For each 
portfolio, we vary only the PD input into the capital calculation, holding all other parameters constant.  We used 
traditional EDFs, TTC EDFs, and Moody’s Investors Service senior ratings mapped to their historical one-year 
default probabilities.28  We calculate capital at a one-year horizon, with a 99.9% confidence level, equal exposure 
sizes, and a fixed recovery rate of 30%. 

Figure 19 shows quite clearly why PIT PDs are not suitable inputs to a required capital calculation.  The dark blue 
lines in each pane of the figure show the monthly required capital (as a percent of portfolio value) using traditional 
EDF measures.  Each portfolio exhibits large cyclical swings in required capital using traditional EDF measures 
(note that the DJIA portfolio is the same one we showed in Figure 1 in the introduction).  Regulatory capital for the 
iTraxx Europe portfolio increases by over four times between 2007 and 2009.  Over the same time period, 
regulatory capital for the DJIA Index portfolio increases by about ten times.  The green lines represent the status quo 
with respect to calculating regulatory capital.  Almost all banks apply a variation of mapping an internal or agency 
rating to a (usually historical, static) PD, then using that PD as the basis for capital calculations.  The results are as 
expected: a regulatory capital calculation based on a risk measure that rarely changes also rarely changes.  
(Interestingly, the ratings based capital figures both portfolios show a secular upward trend over each available time 
window.)  The TTC EDF measure-based capital time series, the light blue lines, exhibit more movement over time 
than the ratings-based series, but are significantly less pro-cyclical than the EDF-based capital requirements.  In fact, 
for both of the portfolios shown in Figure 19, the TTC EDF- and ratings-based capital numbers are almost identical 
starting in 2009. 

Figure 19 – Basel II Required Capital Using EDFs, TTC EDFs, and Moody’s Ratings 

iTraxx Europe 15 Portfolio  DJIA Index Portfolio 

Given the similarities between the TTC EDF- and ratings-based results, what is the advantage of TTC EDF 
measures?  First, as we noted in the introduction, TTC EDF measures cover a much larger set of firms than ratings.  
EDF measures and TTC EDF measures are available for over 30,000 firms globally on a daily basis.  So while TTC 
EDFs are no substitute for ratings in terms of the depth of fundamental analysis, they are useful substitutes when 
ratings are lacking, or as secondary checks when ratings are available.  Second, the process of mapping a rating to a 
PD is fraught with model risk.  Does the mapping table correctly associate the rating with the expected PD?  Ratings 
are consistent with a distribution of historical default rates.  Choosing only the median or average PD to associate 
with a rating is similar to watching a stopped clock: it is correct twice a day, but wrong every other moment.  TTC 
EDF measures provide the desired TTC PD directly.  Third, as Figure 19 shows, TTC EDFs do exhibit some degree 
of movement over the cycle.  This behavior is consistent with our view of the PIT/TTC distinction we discussed at 
length in Section 3.  It is highly improbable that a firm’s TTC PD would exhibit no movement in the face of an 
extreme, negative credit shock like that between 2008-2009.  Yet, many ratings did not change during the financial 

                                                 
 
28 We smoothed the historical Moody’s default rates by rating category in order to ensure monotonicity. 
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crisis.  The compressed amplitude of TTC EDF measures means that their attenuated movements can, for example, 
be exploited for the purpose of estimating TTC correlations. 

5.3 TTC EDFs in as an Input to a Rating Process 
Probabilities of default are also widely used inputs into internal rating models and scorecards.  While traditional 
EDF measures can and have been successfully used in this way for quite a long time, here we show that TTC EDF 
metrics are alternative inputs that in their raw form already exhibit many of the through-the-cycle properties internal 
ratings and score strive to achieve. 

For this simple example, we map EDF measures and TTC EDF measures to ratings using a table of static historical 
average default rates for each rating category.29  We then calculated the one-year rating transition rates of the EDF- 
and TTC EDF-implied ratings and compared them with the rating transition rates of Moody’s Investors Service 
ratings (using a data sample of firms with all three ratings).  The results are summarized in Figure 20, where we 
show the probabilities from the prime diagonal of the average one-year rating transition matrices.  Stability over 
short time horizons is one of the distinguishing features of agency credit ratings, and the data in Figure 20 attests to 
it.  For example, the ratings of firms that started the cohort period with a rating of Baa1 retained that rating over a 
one-year horizon with 80.9% probability.  EDF-implied ratings, on the other hand, are highly volatile.  Only 17.6% 
of firms keep their Baa1 EDF-implied rating over a one-year time horizon.  Through-the-cycle EDF-implied ratings 
exhibit much higher levels of stability relative to EDF measures, but not quite as high as Moody’s ratings.  
Continuing with the same example, the Baa1 cell of the transition matrix shows a 52.3% probability for TTC EDF, 
much more stable than EDF measures but short of the 80.9% stability rate of Moody’s senior implied ratings.  

Figure 20 –Probabilities (%) of No Rating Change, One-Year Transition Horizon, 1996-2011 

   Aaa  Aa1  Aa2  Aa3  A1  A2  A3  Baa1  Baa2  Baa3  Ba1  Ba2  Ba3  B1  B2  B3 

EDF  48.0  7.2  11.2  14.4  18.2  18.9  17.9  17.6  18.4  17.1  17.6  18.7  16.5  16.4  16.9  18.5 

TTC EDF  83.9  68.8  55.9  51.2  49.0  52.4  51.3  52.3  50.8  47.6  48.8  49.9  45.4  49.5  41.9  49.0 

Moody's Ratings  84.3  80.6  66.3  63.8  77.6  78.1  78.4  80.9  83.0  78.6  66.7  64.0  62.7  61.4  58.9  61.1 

6 Conclusion 
In this modeling methodology we presented the theory and mechanics behind the Moody’s Analytics Through-the-
Cycle EDF model.  To recap, TTC EDF credit measures are one-year probabilities of default that are largely free of 
the effect of the aggregate credit cycle, primarily reflecting a firm’s long-run, enduring credit risk trend.  In our 
model point-in-time and through-the-cycle credit risk measures may be distinguished by how each type of risk 
metric weighs current or short-run information versus long-run information about a firm’s credit quality trend.  The 
key difference between PIT and TTC credit measures lies in their information content: a PIT measure incorporates 
all relevant credit trend information in projecting a firm’s creditworthiness, whereas a TTC measure moves in 
response primarily to a firm’s underlying, long-run credit quality trend, tuning out changes attributed to cyclical 
variation in the aggregate market. 

TTC EDF credit measures are derived directly from the traditional EDF model using Distance-to-Default and its 
drivers (market leverage and asset volatility).  Every firm that has a traditional EDF measure also has a TTC EDF 
measure.  A high degree of stability over the cycle is achieved for minimal loss of forward looking default 
prediction power:  TTC EDF measures lose about four percentage points of AR, while gaining about 80% stability 
(in terms of compressed amplitude) versus traditional EDF measures. 

                                                 
 
29 Moody’s Investors Service (2011) is the source of the default rate data.  As in Figure 19, we smoothed the historical default 
rates in order to ensure monotonicity of the mapping.  The cut-off points between each rating category are calculated as half the 
log distance between each default rate.  Note that mapping PDs into ratings using a static default rate table (usually of historical 
means or medians) is common practice among many banks.  Here it also ensures that the EDF-implied ratings have the same 
meaning as agency ratings in default rate space. 
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A complete credit risk management system requires both point-in-time and through-the-cycle oriented credit risk 
measures.  Point-in-time measures provide the early warning that credit risk monitoring functions require, while 
TTC measures are useful in applications in which the expected cost of adjusting credit exposures outweighs the 
expected cost of negative credit events (such as default), or whenever a stable PD is needed. Two examples include 
calculating required capital and managing a fixed income portfolio with limits subject to credit quality.  Hence, EDF 
measures and TTC EDF measures are complementary risk signals, not substitutes. 
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